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Operator:
The broadcast is now starting.  All attendees are in listen only mode.  
Devin Egan:
Good morning, and welcome to today’s webinar, sponsored by the U.S. Department of Energy.  This is Devin Egan broadcasting live from the National Renewable Energy Laboratory.  We’ll give folks a few more minutes to call in and log on, so while we wait, I’ll go over some logistics, and then we’ll get going with today’s webinar.  

First of all, you have two options for how you can hear today’s webinar.  There’s a box that says – in the right corner of your screen, there’s a box that says audio mode.  That will allow you to choose whether or not you want to listen to the webinar through the computer speakers or over the telephone.  As a rule, if you can listen to music on your computer, you should be able to hear the webinar.  

If you have questions during the webinar, please use the questions pane in the right hand box on your screen.  There, you can type in any questions you may have during the question and answer segment at the end of today’s presentation.  Once the presentation is posted to the website, you will receive a link to it via email when it’s available.  This will include the video of today’s webinar as well.  But please note that this process can take two to three weeks.  And with that, I’ll turn it back over to Meghan Bader to talk about today’s webinar.  
Meghan Bader:
Thank you, Devin.  My name is Meghan Bader.  I work in the Office of Innovation, Partnering, and Outreach at the National Renewable Energy Laboratory.  This Accelerating Innovation webinar series is an effort between the Battelle Commercialization Council and the Energy Innovation Portal to provide more detailed information on select technologies that can be found on the portal.  

The Energy Innovation Portal is a web-based application that allows users to locate DOE funded innovations available for licensing.  There are currently more than 900 marketing summaries or business friendly summaries of technologies housed on the portal, in addition to more than 17,000 patents and patent applications funded by the Department of Energy.  Visit the Energy Innovation Portal to view the technologies presented today and many more.  

Today we have three presentations from the National Renewable Energy Laboratory.  First, we will hear from Kirstin Alberi and Yoriko Morita on the color mixing white light LEDs.  Second, we’ll hear from Yoriko Morita and Matt Bowers presenting on energy systems integration focused modular power block demonstration.  Finally, we will hear from Luigi Gentile Polese on the R&D 100 award-winning image processing occupancy center technology.  

Again, there will be time for questions after each portion of the presentation.  Please share your questions through the webinar tool on the right side of your screen.  And to introduce our first presenter, we have Kirstin Alberi, senior scientist here at NREL.  Dr. Alberi has a BS in material science in engineering from MIT in 2003, and a PhD in material science engineering from the University of California at Berkeley in 2008, where she studied optical and electronic properties of highly mismatched semi-conductor alloys.  

She came to NREL as a postdoctoral researcher in the silicon materials and devices group to investigate the design and performance of thin crystalline silicon solar cells fabricated on inexpensive substrates.  In 2010, Kirstin joined the solid state spectroscopy group to conduct basic research on the optical and electronic properties of semiconductor alloys for photovoltaic and solid state lighting application.  In 2012, Kirstin was selected by DOE’s Office of Basic Science energy scientists as one of the few elite scientists selected nationwide to participate in the DOE’s Early Career Research Program for her project to explore the use of light energy to aid the growth of semiconductor film.  

We also have Yoriko Morita, senior licensing executive here at NREL.  Dr. Morita holds a PhD in electrical engineering and an MBA from the University of Colorado, as well as a BA in physics from Lawrence University.  At NREL, Yoriko is responsible for technology transfer and interactions with external entities interested in working with NREL’s photovoltaic and building technology portfolios.  She is a registered patent agent with 17 years of intellectual property asset prosecution and management, due diligence and negotiations experience in private industry, and currently at NREL.  

Yoriko has performed research related to polarization optics and liquid crystal devices, and also spent two summers at Battelle’s Pacific Northwest Laboratory in the material science department in the Research Experiences for Undergraduates Program.  Kirstin, Yoriko, thank you for being here today.  I’ll now turn it over to you Yoriko.  
Yoriko Morita:
Thanks, Meghan.  So we are beginning with LEDs today.  So the primary motivation for improving visible LED emissions efficiencies in devices lies in the energy savings that could be achieved by switching to solid state lighting.  If you look at the breakdown of how electricity is used in both residential and commercial buildings, as you see in the slight, you’ll see that a large portion of the energy, predictably, goes to heating and cooling.  

However, lighting alone accounts for the next largest share, and that is because in most cases we have been using inefficient technologies that are decades or even centuries old.  In particular, if you look at the commercial use, commercial energy use in lighting, part of the reason why it’s so high is just the sheer number of hours that commercial buildings keep their lights on.


Compared to existing incandescent and fluorescent technologies, solid state lighting has the potential to be very efficient, and if we continue our current pace of improvements, solid state lighting is predicted to reduce this consumption by 46 percent by 2030.  That translates into approximately 2,700 terawatt hours of energy savings over the next two decades, and $250 billion in cumulative cost savings.  

In particular, in looking at the packaged LED market and revenues, this particular chart is from – was generated in a market report in 2012, which shows that packaged LED revenue is projected to reach $17.1 billion by the year 2018, and in particular, I call your attention to the top blue bar, blue section of the bar in each – in each year, which shows – which shows the general lighting section – sector growing significantly in the next five years, and then they stay relatively steady, even beyond the year 2020, as LED technologies become more widely available, and hopefully, accepted by consumers.  

And the Department of Energy, the US Department of Energy actually has created a multi-year program plan related to solid state lighting and research and development.  So this is published in April 2012, and since then, they’ve also commissioned a research – market research project, which is also available on their solid state lighting website from Navigant Research, that shows that the LED market is expected to grow significantly, particularly in the next ten years.  

And the Department of Energy has set very high goals for solid state lighting, and there is a mandate from EERE, which is the Office of Energy Efficiency and Renewable Energy at the DOE, which says by 2025, we would like to develop advanced solid state lighting technologies that are much more energy efficient, longer lasting, and cost competitive, by targeting a product system efficiency of 50 percent with lighting that closely reproduces the visible portions of the sunlight spectrum.  

I’ve highlighted this last section because that is one particular area where LEDs in the past have had difficulty, reproducing the visible portion of the sunlight spectrum.  And in – and that is the particular focus of this particular technology that we are highlighting today.  And I’d like to pass it over to Kirstin.  
Kirstin Alberi:
Thanks, Yoriko.  So I’m going to talk about the technical aspects of the project that we have here at NREL.  So if you want to make a solid state light, there’s generally two approaches to fabricating it.  The one used in most commercial devices that are found in your local hardware store pair a blue light-emitting diode with phosphorus that down converts some of that emission into a broad spectrum of red and green wavelengths.  And this produces a pretty nice white light.  But there are two aspects to this design that limit the overall potential efficiency of the lamp.  

The first is that some of the energy is lost due to the down conversion process.  The second one is that a sizeable portion of the down converted light is usually emitted in the infrared, which isn’t registered by our eye, and so it’s also considered wasted energy.  The designs that would overcome these limitations is to combine a number of individual light-emitting diodes that span the visible spectrum, which produces white light.  And the key here is that each of these LEDs also has to be very efficient in order to make the overall lamp very efficient as well.  Next slide, please.  

So if you look at a four-color mixing, our architecture, the targeted blue and deep green wavelengths are currently produced with wide bandgap nitride LEDs.  And the industry’s done a very good job at improving the external quantum efficiency of blue light-emitting diodes based on indium gallium nitride alloys.  

But as you start to add more indium into these materials to shift the emission wavelength of the green and even to the amber and red, the emission efficiency drops very substantially, and that’s due to a number of material-related issues.  And it’s not very clear yet when these material-related issues will be solved.


So in the meantime, the red and amber wavelengths are produced with phosphide-based LEDs.  So aluminum gallium indium phosphide ____ a composition that are lattice matched to gallium arsenide, you can see in this chart here, is the material of choice by industry, because it is lattice matched to conventional gallium arsenide substrate, so they can be grown with very high quality.  And the emission wavelength is simply tuned by adjusting the aluminum to gallium ratio.  

The problem here is that there are a couple of fundamental material issues that limit the efficiency of these LEDs when more aluminum is added to the alloy.  And so we come up with this shortfall in emission efficiency in the green and amber wavelengths, where your eye is actually most sensitive to light, that fall much below the 81 percent EQE target set by the DOE.  And in fact, amber LEDs are only ten percent efficient right now, so well below that target.

So our work here at NREL is focused on circumventing these material limitations in order to improve the efficiency of amber LEDs in particular.  Next slide.  

So what are these material limitations in phosphide-based alloys?  Well, aluminum gallium indium phosphide switches from a direct bandgap semiconductor to an indirect bandgap semiconductor at an aluminum to gallium ratio of about one.  And so within about 100 MED of this crossover, electrons preferentially transfer from the direct to the indirect S-conduction band as shown in that upper right hand graph there, where they – the radiative recombination rate goes down quite substantially, and the overall light output of your LED also goes down.  So this issue has to be overcome.  

The other issue is that it’s very difficult to find a material that’s lattice matched to aluminum gallium indium phosphide and has a large direct bandgap and favorable conduction and valance band S-alignment to the light-emitting active layer to act as cladding layers to confine carriers within the active light-emitting layer.  So this is – so you use a lot of energy to carrier leakage inefficiencies.  So these two material issues have to be overcome.  Next slide.  

So we are looking at materials that will circumvent these problems.  If you want a non-nitride 3-5 alloy that will overcome intervalley transfer losses at high bandgap energies, the best material of choice is aluminum indium phosphide at compositions that are not lattice matched to gallium arsenide, because they have the highest direct bandgap energy of any of these non-nitride 3-5 materials at about 2.32 eV.  And so you can push the emission wavelength well below 580 nanometers before you start incurring intervalley transfer losses.  

Aluminum indium phosphide also exhibits very strong spontaneous atomic ordering under shortened growth conditions, where the aluminum and indium atoms alternate on 1-1-1 atomic planes.  And this is important because it adjusts the conduction ____.  It actually pushes it down in energy, in this case by over 200 MeV, which is a very strong shift.  

And so that allows us to actually engineer in cladding by using disordered/ordered heterostructures to confine carriers within the ordered active region without having to change the alloy composition throughout the ____, which is very important.  Next slide.  

So there are a couple of material problems that have largely prevented the exploration of aluminum indium phosphide for light-emitting applications.  The first one is that oxygen strongly bonds to aluminum and creates the ____ that reduce radiative recombination.  And while this was a problem many years ago, we’ve found that continual improvements in precursor quality and reactor design have largely reduced this problem quite substantially.  So it’s now okay to use aluminum in LEDs and solar cells and that kind of thing.


The other problem is that at direct bandgaps, aluminum indium phosphide is not lattice matched to conventional, widely available substrate, like gallium arsenide.  And so as the device layers are grown under strained conditions, the strain relaxes the dislocation formation, which also reduces radiative recombination.  

But there have been advancements recently in the use of compositionally graded buffers that ____ transition between the lattice constants of the substrate and the device layers, which reduce dislocation formation.  And so now we can get dislocation densities down to say the low 10 to the 5 dislocation percentage, where – reaching where it’s now more acceptable.  
Yoriko Morita:
And I’d like to just insert that this buffer layer concept is key to the way that we produce our LEDs, and it’s also key because there are two things that are involved here.  So one is the use of a commonly used – commonly available substrate, which is not necessarily – which is not necessarily possible with other LED technologies.  That’s one of the cost barriers that go into the production of an LED, as well as it also contributes to the types of materials that are possible, which changes the allowable wavelengths that are produced by conventional LEDs.  So this is a key invention that we have here at NREL that we’ll talk a little bit later about the IT that we have available in this area.  
Kirstin Alberi:
So next slide.  So we’ve tested these ideas out.  So our lab doesn’t have all of the capabilities to include all of the final sort of current spreading and light extraction features that you would need to reach absolute high EQEs.  So in order to test our aluminum indium phosphide alloys, we compare them against a lattice matched gallium indium phosphide LED standard, with these same structural deficiencies, I guess I would say.  

And so I’ve included here a picture of one of our LEDs, where you can see that most of the light is emitted from the regions right around the front contact in the absence of a spreading layer.  But obviously, industry has the techniques to make this better.  

So our best LEDs are about 20 to 40 percent as efficient as the standard over the emission wavelengths range of 566 to 600 nanometers.  And if you consider that a lattice matched gallium indium phosphide LED with – you know, designed optimally has an absolute EQE of 50 percent or higher, that would suggest through extrapolation that our aluminum indium phosphide LEDs could be as high as 20 percent efficient.  Compare that to the state of the art ten percent efficiency, and you can see that’s a big jump.  

So these results are very promising, but the good news is that there’s still a lot of work to be done on material optimization and device optimization as well.  So we think that these efficiencies could go even higher.  
Yoriko Morita:
And finally, from Kirstin’s group, we have a number of inventions that have arisen from there that are the basis of what enables some of these device performances and future improvements.  So rather than going into the details, a lot of this information is available on the Energy Innovation Portal.  So we’d like to go back to Meghan, or if there are any questions that have come up.
Meghan Bader:
Thank you both for the presentation.  And again, anyone listening, feel free to enter questions into the questions tab on the GoToWebinar tool.  We’ll give you guys a few minutes to add in any questions you have for the presenters.  All right.  It doesn’t look like we have any questions at this point, but again, you can contact any of the presentations today.  You can contact Yoriko through the Energy Innovation Portal by looking through the technology.  

So now we’ll move on to the second presentation.  In addition to Dr. Morita, we also have Matthew Bowers presenting on this technology.  Matthew Bowers is a fellow at the Technology Transfer Office at NREL.  He is currently studying to get his international MBA at the University of Denver, and has a BS in mechanical engineering from the University of Colorado at Boulder.  His background is in sales and business development in the energy industry.  So thank you both for being here, and go ahead with the second presentation.  
Matthew Bowers:
Great.  Thanks a lot, Meghan.  So I'm going to cover a few things today in addition to the technology we’re discussing.  First, I wanted to just give an overview of distributed energy and how that is trending differently today than it has in the past.  Then I’ll go ahead and over the technology we developed here at NREL, which is the 50 kilowatt inverter, and then I'm going to talk a little bit about the Energy Systems Integration Facility, which is a new user designated facility here at NREL, and how that’s helping folks develop their advanced power electronics.  

So first, what is distributed generation?  It’s a term that’s been tossed around a lot recently, but basically, the trend is changing from where traditionally we had central generation, we had large coal and natural gas power plants that went and served businesses and residential and commercial entities, and now we’re having a new model like distributed generation, where we have localized power generation, and that means wind farms on farmers’ lands, we have micro-turbines, we have a lot of solar, rooftop solar most notably, in the residential sector.  But that’s also commercial, and even utility grade solar installations still have the same characteristics as other distributed sources.  And eventually, we’ll see fuel cells be part of that as well.  

So basically, the need here is how do we integrate all those into the grid?  So from a technical perspective, basically, you have your photovoltaics, your wind, your micro-turbines, any type of energy source that isn’t a centralized power plant, and that needs to connect into the grid somehow.  So generally, that means AC to DC conversion or DC to AC.  It just depends on your type of interconnection and what you’re using it for.  

And one unique technology that’s starting to become more commonplace is energy storage, and that’s been in the form of batteries, compressed air energy storage, flywheels.  There’s a bunch of varying different technologies out there.  But having inverters and power electronics that can connect your generation and your load sources and a storage source are something that are still fairly nascent and are still being developed.  

So that was kind of where this project started, was how can we interconnect all these things in a package that’s cost effective, which brings me to my next point.  The idea with renewables and kind of the push over the past decade has been cost and efficiency in both photovoltaics and wind.  So where do power electronics actually play in the cost of a full PV system?  

It kind of depends if you're looking at a utility-sized solar installation, which is in the megawatts versus in the kilowatts for the residential side.  You can kind of guess about 20 to 30 percent of your cost is going to your power electronics, which is mainly your inverters.  

And when solar leasing companies and solar financing companies actually do a life cycle analysis on the cost of a solar system, they tend to put a new inverter about ten years out as part of the cost.  Some companies are starting to guarantee up to 20 years, but the norm has been about a 10-year life cycle, and then you do need to replace it, where photovoltaics are generally considered 20 year lifetimes, so you have to buy 2 inverters for that 20 years.  It’s starting to change, but that’s kind of been the historical numbers.  

So how are power electronics and inverters generally built?  Well, generally, they’re built for one input and one output, because that’s all that’s really been needed.  You have one load source, which is the grid, and you have one incoming source of electricity, which is usually a set of solar panels or a wind turbine.  

Well, having that so specific and having the parameters of each inverter specific to that project limits you in terms of economies of size.  You have to kind of build a somewhat specific inverter for each project that you do.  You have high maintenance costs if they’re only lasting ten years.  You have high purchase costs, because each individual inverter needs to be specified for that particular project.  

And then when you build an inverter, it’s only applicable to one or two different systems, and part of that distributed energy system setup that’s being developed – I didn’t mention this, but electric vehicles.  The same conversion principles are being applied there, and obviously, they need to be charged by the grid.  So next slide, please.  

Basically, how this partnership came about, California Energy Commission funded a project basically looking at can we develop an inverter that has multiple applications, allows multiple inputs and outputs that would allow for energy storage or multiple photovoltaics and wind integration, and is it something we could produce on a mass scale to realize the lower cost that comes from scale of economies?  So California Energy Commission sponsored this through NREL, and NREL partnered with both National Instruments and Semikron in order to develop a product that would fit those needs.  

So what came out of that was a 50 kilowatt power block.  It was scalable, modular, meaning you could scale it 50 kilowatts, 100 kilowatts, 150 kilowatts, just by adding units on.  And it was also modular in that you could add a variety of energy sources and energy loads onto the units, with only minor modifications.  

It was built out of a Semikron PM1000 IGBT.  IGBT stands for insulated – where is it?  Insulated gate bipolar transistor.  And we used the National Instruments sbRIO platform.  sbRIO stands for single-bored reconfigurable input-output card.  And that’s the controller card, and by having a single-bored that can handle multiple inputs and outputs, that’s what allows for the various different types of load and generation attached to the inverter.  

And then that had what’s called a field programmable gate array, the Xilinx Spartan FPGA, and that basically allows installers or system operators to modify the software and the code in the field on the inverter.  So if they saw different operating parameters, you could have someone that understood the code to actually go in there and change it as needed.  

So this is what the inverter looks like.  NREL scientist actually developed and built this in-house.  It’s a commercial prototype that was working and tested, and we actually did some grid simulations on it.  It has cooling, AC filter capacitors.  I’ll give a link then to the presentation, where you can see a little more detail, but just wanted everyone to see what it looks like.  

So where did NREL play a part?  Well, Semikron and National Instruments were a big part of the hardware and really worked together with our scientists in developing the actual inverter.  A lot of the NREL work came from the software development side.  Obviously, the hardware came with its own firmware, but developing an inverter that could actually tie to the grid and handle different energy sources and loads was a different story.  

So NREL scientists developed the code to have it IEEE 1547 compliant.  In fact, NREL was an integral part in developing IEEE 1547 before it came out.  So our scientists and our researchers here are really familiar with this technology and the problems that you can run into.  They developed maximum power point tracking, which helps the inverter track multiple photovoltaic cells and their different energy levels coming into the system, feedback control loops, pulse width modulation.  

Basically, we took the expertise of the hardware experts, which was Semikron and National Instruments, and used our knowledge of different advanced algorithms and compliance, grid compliance, to develop the converter.  

They also developed a cool little app you could put on your iPad that basically monitors all the different parameters, and was a wireless setup, so you could – a field operator could have this – or while he was driving around the site, or you could have it in your home, monitoring what’s happening.  

So, well, the original purpose was to develop a more cost effective solution.  So how did that turn out?  Well, these numbers are maybe a year or two old, so they might be a bit off, but they should generally hold true.  A comparable converter for – might go for about $32,000.00 today.  In volume, those are down about $20,000.00 for a 50 kilowatt inverter.  Our strict material price was about $21,000.00, $22,000.00.  But they predicted if we did a large run, it would run down to $15,000.00.  

This is one place where NREL is really good at developing not only application-based systems, but also the code and the core research behind these systems, but when it comes to commercialization, we do look for partners and ways to develop – to lower that cost to our goal of $12,000.00, which is something we’re still open to.  

So how does that tie in, and how did NREL capabilities assist in that?  Well, we have a new building called the Energy Systems Integration Facility, which stands – you know, for short is ESIF.  And basically, the idea for ESIF is how do we interconnect all these new energy systems we’re working on?  So what can we do at ESIF?  We have hardware in loop connections and megawatt scale power.  So basically, what that means is you can bring in your power electronics, your electric vehicles, your photovoltaics, any system that is going to be interconnected, either with the grid or other power systems, and we can test that megawatt scale.  That includes grid simulation and certification.  We don't actually do certification, but we can test and support you in developing those codes.  

We have a petascale computing center here, which is actually one of the most efficient in the US right now.  Everything’s connected, so you can run in all different systems, so you could bring in a third party electric vehicle and test it with your power inverter.  And you can do all this before you go to market, which allows you to, you know, keep quality control in line and save your costs.  

So this is just a cool picture of the data visualization center we have, where you have life-sized screens, where you can actually look at wind flows on a wind turbine, or you could look at different molecular structure of biochemistry, or from a distributed generation standpoint, you could look at how different systems interact, between an inverter, a solar panel, and maybe a central generating station.  

So if you have more questions about either the IP that was developed out of this project or further possible partnerships with NREL, feel free to contract Yoriko Morita.

Yoriko Morita:
And I’d just like to emphasize that with this project, we highlighted this particular power block project as an example of NREL’s capabilities.  So part of the reason why we were able to successfully demonstrate this power block is because of our experience in working with all sorts of different types of devices and components that need to be tied to the grid.  So we have a lot of very wide – a wide range of expertise that we can bring together in a system, in a facility like ESIF, in order to help meet the needs of corporate partners.  So I’d like to open it up to questions, if you have any.  
Matthew Bowers:
Oh, and this link here will give you a quite more detailed description of the actual technology in about a 50 page report on all the specifics.  
Meghan Bader:
Okay.  Thank you guys both for the presentation.  We’ll give it just a minute for some questions, but again, you have contact information for the NREL contacts here.  And so feel free to follow up in that way.  And right now, we will go into our third presentation.  

Our third presentation is from Mr.  Gentile Polese.  He’s a senior scientist or senior engineer here with NREL in the Buildings and Thermal Systems, Commercial Buildings Research Program, where he oversees processes and development for efforts for OpenStudio ____ and next generation open source full building energy analysis platforms, using the Energy Plus and Radiance simulation engines.  

He is also principal investigator for a number of projects, including sensors and controls and plug load analysis and management.  He has 22 years of prior experience in several senior technical positions ____ telecommunications R&D program.  He currently holds a US patent with three additional patents pending, and has a BS and MS degrees in electronic engineering, cum laude, from the University of Naples in Italy.  Luigi, ____.  
Luigi G. Polese:
Thank you, Meghan.  So we have been working in the Commercial Business Group to a problem that is – on a technology that has been not evolving since many decades.  And actually, it is since many decades that buildings ____ with wire, the use of occupancy sensors for lighting control.  However, that technology didn’t evolve since then.  

So here at NREL, we have been looking at a current problem that we have with occupancy sensors, where currently, the most used technologies for occupancy sensing actually do infer occupancy through motion detection, so they aren’t really occupancy sensors per se.  Because they infer occupancy through motion, they are subject to limitations, which are mostly false negatives, which result in occupant discomfort.  I think everybody has experienced the case where lights go off while in a meeting or by – while working at a computer.  

But also, occupancy sensors of the day have problems being false positives, meaning they control internal lights when there’s nobody in the room, which translate in energy waste.  So in both cases, there are disadvantages to current technology.  

As a consequence of those limitations, most of the time, or I will say very frequently, sensors are either under-tuned, so in other words, their sensitivity is altered so that they do not exhibit this behavior, so they’re even defeated, meaning they are disabled or taken offline.  And at this point, the whole point of adding controls for lighting is completely defeated, and the energy savings objectives are completely useless.  

Other limitations of the current technologies is that sensors have a quite limited range, because they are based on a technology that is mostly, for the most common ____, infrared or on ultrasound.  For this reason, their range is limited in a few tens of feet.  And most of all, they are designed for only one function, which is provide a signal to turn on or off lights.  

So here at NREL, we have been exploring an alternative technology that not only could overcome of these disadvantages, but also that has a better potential for new applications that the new energy savings paradigm that is being laid out in new buildings and new building construction with wire.  So I’ve been looking at – we have been looking at the new technology that is low cost, so comparable with current technology, and that at the same not only is more accurate, but also provides a richer set of options that can be leveraged to be used for other applications besides mere occupancy sensing.  Next slide.   


So this is an image of a current prototype that we have here in NREL that we’ve been testing with, and I just want to go through quickly on the main parts of this hardware.  And basically, the – what we call the image process occupancy sensing or IPOS, for short, it’s based on a different approach.  We are using a tiny camera which is widely available today, very inexpensive, and pretty – with good performance for the cost, that is used as the actual sensor.  So we use images to process and identify occupancy through image analysis.  

From the hardware point of view, we are using commodity hardware, which is now widely available and available at a very low cost through the cell phone, the smartphone industry, which has a lot of advantages, most of which are small form factor.  It can be very tiny.  There is a very high computing power available now on this tiny chip.  It’s low cost because of the market in which it’s used, and there is a low ____ power consumption associated with it, which is another _____ there a few years ago, if you wanted to go with the technology.  

From the software point of view, the sensor is based on open source software as much as possible.  So we are using the so-called OpenCV, Computer Vision Library, which is a very mature library that’s used in several applications, including robotics, and that we are leveraging here to recognize occupancy.  And for our demonstration purposes of this prototype, we also are using Open BACnet, which allows a standard output to building management and building controls for applications that can be built with the signals that are generated.  

In terms of signals generated by this prototype, we have a wide variety of outputs, and first is of course the occupancy, which is – we call a composite occupancy state, and the confidence level, which we’ll be able to see in a minute in detail.  But it can also extract from images the number and location of the occupants, what kind of occupancy activity level is happening in the area that’s being – in the sensor ____.  It can also perform luminance readings, and based on the luminance readings, you know, so do control and then levels, and not only on/off.  Next slide, please.  

So a little peak on what actually is happening inside the IPOS sensor.  It’s image-based, as I mentioned.  The image is decomposed into several analyses that are done on the same image by different algorithms.  And the three main ones, and the fourth one that you can see in this slide is that we have a motion detection feature which is exactly what we have currently in the current technology, although it’s done differently.  There is a people detection functionality on the right, and a ___ detection functionality, and the fourth one, which is used for other applications besides occupancy, which is the luminance evaluation.  

Just a brief description of what these mean.  These images, first of all, are generated automatically by the sensor when it is running in test mode.  The nice thing about it is that we can actually see what the sensor is seeing in these various components.  So for the motion component, you will see that black background and some silhouettes that are kind of in a ____ movement.  The black is happening in this image because several images are subtracted pixel by pixel.  And so anything that doesn’t move in the image becomes black, because it is a subtraction of values and pixels.  So two pixels being the same, the difference is zero.  

Everything else is non-zero, and it gets superimposed over several frames.   And by analyzing these differences, we can extract usable information from the motion component.  And in fact, those small red circles in the image indicate that there are two main areas that are actually moving in the scene, and the radius in those small circles indicates the direction of those images or those areas moving.  

The white larger circle with the radius indicates the overall component, so it’s like the sum of the two smaller motions.  It indicates an overall motion and direction.  We can use this output to extract useful information about motion in this image, and since it is image-based, we can be very precise on where the motion is actually happening, the extent of the motion, and so forth, including the activity level that’s happening.  And we can use this information to create a composite occupancy picture.  

The people image on the right shows that the algorithms are able to pinpoint where the humans are in the scene.  The OpenCV library has libraries that allow for recognition of people, faces, but also other objects.  So in different applications, we may have this sensor to use what we call training sets that are for cars and not for people, and in the application in a parking garage, the sensor could detect people, but not – could detect cars, but not people, or the other way around.  

So it’s very flexible.  The algorithms can stay the same.  The training sets are different.  The algorithm will learn different ways on how to detect what we tell them to detect.  So in this case, it’s people, and in the other image, you’ll see a ___ ____ at the side.  All these images are producing outputs, numerical outputs,  basically.  Most of all, ____ occupancy signal, which is a 0 to 1, and a confidence level.  

The confidence level indicates how confident the algorithm is in what is being detected, whether positive or negative.  And we use these two numbers to come up with a single number that indicates whether we think that the sensor is saying that the scene is occupied or not, and what level of confidence it is.  The strength of this new technology is that it doesn’t rely only on motion, which is only one component of occupancy.  But human occupancy is also made up of actual people present in a room.  So there is potential for this sensor to detect people regardless of motion.  For example, if people are reading or staying still at a computer, they can still be detected if the sensor is placed correctly.  

The fourth image indicates that we – the sensor is able to count luminance in the whole image or in partial areas and come up with an estimated luminance value.  Next slide.  

Another feature that we have been exploring is the occupant location of the sensor.  In this top image, you can see that once a person is identified either as a face or a whole body in the image, there is some algorithms that we developed that are able to assess the distance and the location in the – in the area in polar coordinates, in this case.  This is done by extracting information from the frame that’s around the person, from its size, and even with one single sensor, we are able to estimate distance with a pretty good approximation in terms of three to five feet.  And I already mentioned the luminance.  

Another feature that I want to highlight of this technology is that we are able to decompose the image into several sub-images, and in this way, we can tell the sensor to look not only at the whole picture, but at several of these sub-pictures, and estimate occupancy in each one of them.  And in this way, we can even leverage more the cost effectiveness of this technology, because we – at this point, with a single sensor we can provide the occupancy detection in multiple zones using a single camera.  

A quick overview of the software that is behind the sensor technology.  We have on the left an image acquisition function that – its job is collect continuous snapshots on the camera and store them in an image buffer, which is a temporary memory, where all of the three main detection functions are taking images from, doing the processing, and generating outputs.  Those images are also analyzed by assessment modules that are the activity level, the luminance, and the occupant location.  Once those images are processed, those images are deleted, and new images take their place, and they’re ready for processing again.  

At this point, we have a function which is called sensor integration, where all of the outputs are combined together through a data fusion technique to come up with a single occupancy function output and several other outputs, like, as I mentioned, occupancy location, activity level, luminance values.  And all this data is being packed and transformed into a message that is a standard message.  It is a ____ extension of the BACnet standard protocol, and sends to energy management systems for actuation and control strategies.  

From initial testing that we’ve been doing here at the NREL RSF building, it shows that with images that we collected live from several office spaces here at our commercial buildings floor indicated accuracy was very high in terms of occupancy and in terms of vacancy, a little lower in vacancy, due to some false ones that we have been working on.  But on average, it was in the upper 90 percent accuracy.  Compared to typical passive infrared technology we have today from previous study that we did, the sensor accuracy was in the range of the upper 70 percent.  So there is a 90 – a nice 20 percent more improvement in overall accuracy.  Next slide, please.  

Here we did a study of our ___ ___ analysis of real logs and images that we collected here at the RSF.  We collected about 19 hours’ worth of images, with a granularity of one second each.  We collected a lot of images, and we extracted information using IPOS, processing those images, and we also developed a model of a passive infrared sensor, and we compared potential energy savings from IPOS and the passive infrared model at different time delay settings.  And we also evaluated the theoretical energy savings potential if we had an ideal sensor that had the capability of turning on lights immediately when a room becomes occupied, and turning that off immediately when it becomes vacation.  And that represents the higher bar in this diagram.  

And so as you can see, IPOS, which is the second in the bar chart, the ___, is indicating that there is a higher energy savings potential due to a better response to occupancy, and an equivalent shorter time delay that IPOS was applying to its algorithm, compared to ____ time delays from the occupancy sensing.  And so from this analysis, we gathered that there is a potential for at least a 20 percent jump in energy savings potential coming from IPOS.  Next slide, please.


So overall, we think that we can apply a broader value proposition from the IPOS technology, because not only the improved accuracy, but also the additional information that this sensor can provide, which goes in favor of a lower cost of production, and – but also on other applications that an occupancy – a vision-based occupancy sensor can provide, could provide, potentially.  

So mostly daylight ____  applications are possible, because of the occupancy combined with the luminance image.  And even – IPOS could even replace CO2 sensors if we apply better algorithms to the vision-based occupancy combined with occupancy count and location.  We can infer – we can actually count the number of occupants in a room and modulate ventilation, instead of using CO2 sensors that somewhat infer presence and number of occupants through CO2 emissions.  

And there are other applications, like lighting modulation based on localization of users, of occupants in a room, where lighting can be higher – at higher levels where actual occupants are located, and lower in other areas of the same room.  

So all these algorithms can open new opportunities for applications using a single sensor that is no longer based on passive infrared or ultrasound, which are the most common technologies we have today.  Finally, we may be able to replace – to not use the hardware at all, but use only the algorithms, if we have a good processing platform somewhere, and we also can leverage images that are already available in commercial buildings; for example, from security systems that are pretty pervasive now in commercial systems, commercial buildings.  So if we can leverage those images that are already available in the building, why don't we use the security system that’s already there for saving energy as well?  

And in conclusion, we think the technology is a leap forward through new potential applications of this sensor technology, through lighting ____ lighting, ____ control ventilation, temperature management, and potential to integrate with building security systems for even more savings.  

And with that, I’m open to questions.  Thank you.  
Meghan Bader:
Thank you.  We’ll give it just a minute for any questions to come through.  But again, Luigi’s contact information is here on the slide, and feel free to shoot us a note through the Energy Innovation Portal with any questions you may have, following up.  

And at this point, I’d like to thank all of our presenters for joining us today and sharing their interesting research, and also thank all of you for participating.  As Devin mentioned, a recorded version of this webinar will be available on the Energy Innovation Portal, and we will also send you an email when this recording is available.  Feel free to contact us with any questions.  Thank you very much.  
[End of Audio]
